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The Trouble 
with Triggers 

By Thomas LaRock 
Imagine you are developing an 

application. You spend a few hours 
putting together some pages into a 

Web application, and now you want to 
verify that the data is getting inserted 

and updated correctly. You enter  
Photo taken by Pat Wright while touring Seattle  
at the PASS Community Summit 2008. 
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some data, click the Submit button, and go to the 
database to confirm that the data is there. Only it isn’t 
there, at least not your data. 

You then spend the next few hours debugging your 
code. You step through every line imaginable. You call 
home so your kids can hear the sound of your voice 
because you know they will be in bed if and when you 
should ever get home. And then, out of nowhere, you 
get an idea. Could a trigger be changing the data? 
Sure enough, you find that a trigger has indeed been at 
work all along, and your code is working as expected. 
You’re just not seeing the expected results. 

And that’s the experience I’ve had with triggers—and 
why to this day I feel that triggers are usually more 
trouble than they’re worth. Why no love for these 
seemingly benign and inanimate pieces of a database 
design? Because they’re typically built in so that you 
don’t even know they’re there. And that results in a 
waste of time when trying to troubleshoot application 
code, for example, and I hate wasting time. 

You’re probably saying, “That’s the point of triggers—
you’re not supposed to know they’re there.” Fair 
enough, but that doesn’t mean I have to like them. It’s 
the same as shoving peas in my son’s mashed 
potatoes: He doesn’t know they’re there either, but 
once he finds out, he tries to remove them as soon as 
possible. 

It’s Like a Baby Stored Procedure 
Many, many years ago, I asked a colleague a very 
simple question: “What’s a trigger?” He said, “It’s like a 
baby stored procedure that hasn’t grown up yet.” It 
wasn’t the first time I had heard that particular turn of 
phrase in a definition (the other was when one of my 
math professors explained the difference between 
lemmas and theorems, saying, “A lemma is like a baby 
theorem that hasn’t grown up yet.” Yeah, college, and 
all for just thousands of dollars a year). 

SQL Server 2008 Books Online (BOL) defines a trigger 
as a “special kind of stored procedure that 
automatically executes when an event occurs in the 
database server” (http://msdn.microsoft.com/en-
us/library/ms189799.aspx). Although I’m fairly certain 
my colleague from years past didn’t author that section 
in BOL, it’s interesting that they chose to explain 

triggers in a similar way: that it’s almost like something 
else, but not quite the same, and not yet mature 
enough. 

When a trigger fires, it behaves like a stored procedure 
in that results are returned to the calling application—a 
fact you need to be mindful of when handling triggers 
inside of applications. However, unlike stored 
procedures, triggers do not accept parameters or 
arguments. 

Triggers are executed in response to three distinct 
types of events: 

 Data definition language events (DDL triggers) 

 Data manipulation events (DML triggers) 

 Logon events (logon triggers) 

And SQL Server lets you define multiple triggers for 
any specific event. 

Triggers can be executed after or instead of the original 
statement that caused the trigger to fire. However, the 
INSTEAD OF clause is valid only for DML triggers. 
That means you could experience the scenario in 
which your T-SQL code never gets executed because 
a trigger is defined as INSTEAD OF for that event. This 
can make troubleshooting application code a bit tricky if 
you’re expecting a particular insert to work one way but 
keep seeing a different result. 

By now, you’re probably asking, “What are these 
events you keep talking about?” I’m glad you asked; 
let’s have a quick look at each type. 

DDL Triggers  
You can define a DDL trigger on the following 
statements: CREATE, ALTER, DROP, GRANT, DENY, 
REVOKE, or UPDATE STATISTICS. And you can 
create this type of trigger at the instance level as well 
as the database level. For example, you could create a 
DDL trigger to alert you to the creation of a table in a 
particular database. Or if you wanted, you could create 
a DDL trigger at the instance level to alert you that 
someone dropped a database.  

What if you want to prevent those DDL events from 
happening? No problem, just issue a ROLLBACK 
statement inside the DDL trigger as follows: 

 

Why no love for these seemingly benign and 
inanimate pieces of a database design?  

 

     Because they’re typically built in so that you don’t even know  
they’re there. And that results in a waste of time when trying to 
troubleshoot...and I hate wasting time. 
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CREATETRIGGER StopDroppingMe  

ONDATABASE 

FOR DROP_TABLE 

AS 

PRINT'You are not allowed to drop 

tables, so stop trying.' 

ROLLBACK; 

DML Triggers 
You can define a DML trigger on any statement tha t 
contains INSERT, UPDATE, or DELETE. It’s worth 
noting that having rows in a result set doesn’t affect 
whether or not the trigger gets executed. DML triggers 
are limited to tables and views inside a database. That 
means you can’t create a DML trigger at the server-
instance level; DML triggers must exist inside a 
database. So if you were thinking of trying to create a 
trigger that would prevent any updates to any table in 
any user database, think again: You’re not allowed the 
luxury of one-stop shopping. You would need to create 
distinct triggers in each user database if you wanted to 
implement that functionality. 

Logon Triggers 
SQL Server 2005 introduced the logon trigger, letting 
DBAs track user sessions as connections are made to 
the server instance. The logon trigger is executed after 
the user is authenticated against the instance, which 
means the trigger won’t be executed at all if 
authentication fails. That could be an issue for you if 
you want to track failed authentication requests; a 
logon trigger would not be the answer. But if you 
wanted to stop a user session from connecting to your 
instance, a logon trigger would work. 

What Are Triggers Good For? 
Now that we know a little bit more about them, let’s 
explore what you can accomplish using triggers. Why 
would anyone want to use triggers as part of their 
application design? The most common uses for 
triggers are: 

 Implementing security 

 Enforcing business logic 

 Enforcing referential integrity 

 Cascading changes 

Let’s look at an example scenario for each of these. 

Implementing Security 
Security is a prime focus for most organizations these 
days, especially in the financial or health care sectors. 
Tracking who is modifying data, or even accessing 
your systems, is big business. Many third-party 
vendors have products designed specifically to help 
you aggregate this type of information. If you don’t 
have the budget for such products, however, you can 
roll your own solution by using triggers. 

For example, let’s say you have a table named 
ImpPersonalData, with columns that contain such data 
as phone numbers, social security numbers, birth 

dates, medical history, and bank information. You may 
(!) want to keep such data private. Of course, you have 
several methods to secure this data, such as using 
data encryption, column security, or even SQL Server 
2008 Audit. But there’s probably at least one person in 
your company that needs to use this data daily. How 
could you verify that only that person was modifying 
the data? 

You could define a trigger as follows: 

USE DBname; 

GO 

CREATE TRIGGER 

TR_ImpPersonalData_reminder 

ON ImpPersonalData 

AFTER INSERT, UPDATE, DELETE 

AS 

   EXEC msdb.dbo.sp_send_dbmail 

        @profile_name = 'Customer 

Data Manager', 

        @recipients = 

'donotemailme@anytime.com', 

        @body = 'Customer data has 

been modified.', 

        @subject = 'Modification 

made!'; 

GO 

This code would send an email any time the data in the 
table was changed. Unfortunately, this solution doesn’t 
scale very well. Can you imagine getting thousands of 
emails a day, or hour, for some systems with lots of 
users and customers allowed to make modifications? 
So you may want to take a different route and just use 
a logon trigger to log all people that log on to the 
server, as follows: 

USEmaster; 

GO 

CREATETRIGGER TR_server_logon 

ONALLSERVERWITHEXECUTEAS ósql_loginô 

FOR LOGON 

AS 

BEGIN 

 DECLARE @msg nvarchar(100) 

  

SET @msg =ORIGINAL_LOGIN()+ ó 

has accessedôaccessedô 

+LTRIM(@@servername) + 

óonô+LTRIM(getdate())+ ó using 

ô +APP_NAME() 

 

 INSERTINTO 

[db_name].[dbo].[server_login_tracki

ng] 

 VALUES (@msg) 

 

END 

GO 
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Instead of or in addition to triggers for data changes or 
logons, you could also enforce security by using DDL 
triggers to make sure certain objects aren’t being 
created or deleted without proper notifications or 
logging. For example, to prevent a table from being 
altered or deleted, you could use the following trigger: 

CREATETRIGGER TR_DoNotDeleteMe  

ONDATABASE 

FOR DROP_TABLE, ALTER_TABLE  

AS 

PRINT'You are not allowed to drop or 

alter tables!' 

ROLLBACK; 

An advantage of using triggers to enforce security is 
that you can do so in a way that isn’t apparent to the 
end user. In essence, triggers add a layer of complexity 
that’s not easily seen by anyone other than the DBA. 
The drawback, of course, is that this layer isn’t easily 
seen by others. It’s like being in an interview where you 
point out that your weakness is also a strength. With 
triggers, you see a shining example. Their ability to lay 
hidden makes them valuable in certain scenarios and a 
burden in others. 

Enforcing Business Logic 
Many people place their business logic in their 
application layer. However, that means building a new 
application each time your business rules need 
updated. For some businesses, that’s not an ideal 
solution, so they look instead for help from the 
database. Typically, the first efforts use stored 
procedures to handle the business logic. And then, at 
some point, someone starts looking at using baby 
stored procedures. 

Let’s say you wanted to ensure that only certain values 
could be inserted or updated. If you didn’t want your 
application to do the data validation on the front end, 
you could have a trigger do the data validation behind 
the scenes. Think U.S. state abbreviations and a 
lookup table. 

Or you could get a little more advanced and think about 
inventory. Say someone uses your application to place 
an order for 100 widgets, but you only have 98 in stock. 
You could create a trigger that would handle the logic 
to reject the order, only allow the 98 to be bought, or 
allow the 98 to be purchased and shipped now and 
place two on back order. The trigger could also submit 
a request to the distribution center to have more 
widgets shipped to your store. 

At a previous company, we used triggers to enforce 
application or business logic in our product. This made 
for a nightmare when trying to troubleshoot simple 
things like an INSERT statement: We would be 
expecting a row with certain values only to find 
something completely different. We could spend hours 
trying to figure out our application code before a light 
bulb would go off and someone would suggest looking 
at any possible database triggers. 

An advantage of using triggers to enforce business 
logic is that your systems don’t require any code 
changes to the applications themselves. Any change to 
the business logic simply requires a change to the 
database only.This works well for applications that 
require a lot of overhead for even the smallest change. 
For other applications, the enforcement of business 
logic in database triggers is a bad thing because 
triggers aren’t easily found, as I’ll demonstrate later. 

Enforcing Referential Integrity 
Yet another use for triggers is enforcing referential 
integrity. Before SQL Server 2000, you didn’t have the 
option of cascading deletes and updates of child 
tables. So database designers used triggers to achieve 
the same result. The introduction of cascading deletes 
and updates via defined primary and foreign key 
relationships made this use of triggers somewhat, but 
not completely, obsolete. 

In fact, there are a handful of reasons why you would 
choose one method over the other. Triggers, for 
example, aren’t fired if someone issues a truncate 
command on a parent table. Foreign keys, in contrast, 
would prevent the truncation of a parent table. This is 
something you need to be mindful of when putting 
together your initial database design or model. 

Another reason for favoring one method over another 
is the use of database diagrams or entity relationship 
(ER) models. With primary and foreign key 
relationships defined, it’s easy to see table 
relationships. But with triggers doing the work, it’s very 
difficult to see the table relationships in your ER model. 
Again, this is a consideration for you to make and be 
aware of when designing your system. You should 
design your system so that the person you give it to 
can understand what it does. If triggers become an 
absolute necessity then make certain they are 
documented in some fashion. 

Another big difference to consider is performance. 
Triggers incur overhead because they extend the life of 
a transaction when executing. Primary and foreign 
keys are identified by the query processor before query 
execution, which could lead to more efficient query 
plans and faster execution times. 

You could also have a case where you need to enforce 
referential integrity between databases. Your typical 
primary and foreign key relationships are valid only 
within the same database. If you need to establish this 
relationship between databases, you need to use a 
trigger. 

Cascading Changes 
You can also use triggers to enforce cascading 
changes that aren’t necessarily tied to referential 
integrity (i.e., primary and foreign key definitions). For 
example, you might need to delete data in several 
tables with the push of one button. You could build a 
trigger on one table that would cascade your deletes. 

The same is true for updates and inserts. You could 
cascade your changes however you see fit. Perhaps 
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every time a row in one table is deleted, you want to 
update data in another. You could configure a trigger to 
cascade those actions along. 

Why Do I Hate Triggers? 
OK, I don’t really hate them. I believe that every tool in 
our toolbox has a specific purpose and that triggers are 
necessary for certain functions. However, what I do 
hate is how hard it can be to work with triggers. 
Troubleshooting triggers can be a time-consuming 
process. I recall spending far too many hours going 
over my application code and wondering why my data 
wasn’t being updated as expected only to discover a 
trigger was in play somewhere. I frequently heard 
myself—and colleagues—uttering,  “I hate triggers!” 
And yet, despite our frustration and the pain triggers 
caused, we kept using them.  Here’s why I wish we 
didn’t have to. 

Hard to Locate 
How would you go about finding if any triggers exist on 
a table in your database right now? Do you know 
where to look? One of the first places I would think to 
look would be inside SQL Server Management Studio 
(SSMS). Surely there must be an easy way for me to 
view all the triggers on my database, right? 

Sadly, the answer is no. For DDL triggers defined on 
the database, I need to drill down into the 
Programmability folder, as Figure 1 shows. 

 

Figure 1: Drilling down into Programmability folder  

 
OK, so now I know where the DDL triggers for my 
database are located, but what about the DML triggers 
on a table? Where are they found? You have to drill 
into the table inside SSMS to find those details, as 
Figure 2 shows. 
 

 
 

Figure 2: Using SSMS to find DML details inside a 
table  

 
What all this means is that you have to know they 
already exist in order to find them. Unless, of course, 
you want to open every table inside SSMS to see if any 
triggers exist. Oh, and the view that Figure 2 shows 
gives no indication of the tables affected by the trigger. 

So while you can assume that the triggers affect the 
parent table, they could also be affecting many other 
tables with their code, and this view gives you no 
information about what they might be touching. 
Because SSMS is fairly useless in investigating 
triggers, what about running some T-SQL? You can try 
the following: 

SELECT * FROM sys.objects WHERE type 

= óTRô 

You might think this query would give you a list of the 
triggers in your database, but you would be wrong. 
This code will only give you a list of DML triggers. 
Although it’s much better than trying to use SSMS to 
find these objects, if you want to find DDL triggers, you 
need a different view. What about the following T-SQL 
statement? 

SELECT * FROM sys.triggers 

Now you get the entire list of triggers in (or on) the 
database, but the format isn’t very friendly. So, let’s go 
one step further with this query: 

SELECT name, OBJECT_NAME(parent_id) 

as [Parent Object], is_disabled FROM 

sys.triggers 

This statement returns the information you want: the 
name of the trigger itself and the name of the object on 
which the trigger is defined. If the Parent Name is 
NULL, then it’s a database trigger. The is_disabled 
column lets you quickly know if the triggers are 
currently enabled or not, which helps you quickly 
ascertain if you need to investigate this trigger while 
troubleshooting any issue. And as good as that all may 
sound, it’s not enough. 

If you want to view the server-scoped DDL and logon 
triggers, you need to go to yet another view. The 
following statement returns the server-scoped triggers: 

SELECT name,OBJECT_NAME(object_id), 

is_disabled 

FROMsys.server_triggers 

 
So you have three ways to view triggers, and each way 
gives you only a piece of the whole picture. You have 
to stitch them together yourself. 

Hard to Troubleshoot 
Speaking of troubleshooting, at what point would you 
start to think that a trigger could be involved? I 
mentioned before that I spent a considerable amount of 
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time tracking down what I thought were bugs in 
application code only to find a trigger was the root 
cause. Should I just chalk that up to “experience” and 
say that with more experience I would be able to find 
the issue faster? 

Sorry, but that isn’t acceptable to me. It’s not OK to let 
the tool off the hook by saying that you just need more 
training. Sure, training is necessary, but usability of the 
tools you have is also important. If triggers are a 
potential issue, then the ability to see that they are part 
of the problem should be more apparent. As they stand 
right now, triggers operate behind the scenes without 
anyone knowing. You have to explicitly go hunting for 
them to find them. 

Buried Business Logic 
So triggers are hard to locate and difficult to 
troubleshoot. Knowing this, people will look to bury 
their business logic inside what are essentially hidden 
objects that few people even know exist? Why, exactly, 
would anyone want to do this?  

There has always been a debate about where to store 
your business logic. Is it inside your application? Your 
stored procedures? Your database design? I would like 
to think we could all agree that a trigger is the last 
place to store your business logic. I can only surmise 
that if you decide to go down this path, you have 
excellent documentation about the logic in these 
triggers. Otherwise, how do you make changes? 

About the only thing I can equate this practice to is 
hard-coding variables into your system. Hard-coded 
values make upgrades and modifications difficult to 
manage. You find yourself pressing all sorts of buttons 
until the system is working. The same goes for triggers. 
You’ll find yourself making lots of changes in lots of 
places to make even the tiniest modification to your 
existing system. 

Personally, I advocate using stored procedures for your 
business logic, but that’s just my preference. I’m 
certain that if you asked other DBAs, you would get 
other points of view. For me, nothing beats having the 
logic in a procedure and then that procedure plan in 
your cache. That way, you don’t need to update your 
application code to keep pace with business needs. It’s 
far easier to update a stored procedure on the back 
end than to rebuild and redeploy an application.  

Cascade 
Some people think the idea that you can cascade your 
deletes and/or updates by using triggers is a fabulous 
thing. Remember how I said troubleshooting was a 
pain? Well, this only makes the process worse. As I 
mentioned before, I lost a lot of time trying to root out 
what I thought was a bug inside application code only 
to find out much later that a trigger was why my data 
was being mysteriously changed in flight. So you could 
do a simple update on one table and be affecting 
another and never know about it. That isn’t a good 
thing in my book. 

 

If I’m touching something in one place, I want to be 
fully aware that it has made a change somewhere else. 
I understand that this may not always be possible—that 
minor changes can often lead to major implications 
elsewhere. But should updating one value in one 
column on one row in a table be allowed to set off a 
chain reaction that I have no idea about? Users should 
know that their seemingly benign actions have caused 
something else to change. 

And then there is the little trouble with TRUNCATE. 
Using a TRUNCATE statement on a table doesn’t 
cause a trigger to fire. So you could also run into the 
case of knowing a trigger is there but not having it work 
when you expect it to. Not only do you need to know to 
look for triggers and how to find them, but you also 
have to know that there are times when the dang 
things won’t fire when you expect them to fire. 

Security Breach 
Lastly, let me ask you this question: What if a hacker 
got in and created a trigger? At what point would you 
know? I mean, triggers usually operate silently, right? 
How would you, or your users, know if someone 
created a trigger that was doing something malicious? 

Triggers could easily be seen as a security issue 
because of their silent nature. You had better make 
sure you have controls in place to guarantee that 
triggers aren’t being created without anyone’s 
knowledge or approval and that the code in those 
triggers is reviewed. Keep in mind that it’s hard to 
locate triggers. So if you’re going to place controls 
around the use of catalog views, you need to 
remember that there are several views that need to be 
monitored. 

Triggers in Their Place 
With proper usage, triggers have their place and 
benefits. I think the best practical application of triggers 
is for security and auditing. Triggers that help prevent 
accidental table drops are good, as are triggers 
designed for audit purposes. However, I would avoid 
triggers that perform data manipulation because they’re 
the hardest to troubleshoot. 

That said, I still find triggers more trouble than they’re 
worth. I’ve seen triggers misused more often than not. 
And when I run across a poorly designed or deployed 
trigger,  I flash back to my own lost hours and find 
myself thinking, “Boy, I really hate triggers.”  

In the end, you want your system to be reliable and 
easily supportable. Building a system that’s overly 
complex is never a good thing. And the misuse of 
triggers can quickly lead you to an overly complex 
design. 
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